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EXECUTIVE SUMMARY
Organizations have been undertaking artificial intelligence (AI) 
and/or machine learning (ML) initiatives for some time. Recently, though, 
organizations have begun to choose cloud-based resources for the data 
and analytics capabilities that AI and ML require. Moving workloads to 
the cloud is not a trivial task. But organizations expect the benefits to 
outweigh the costs and risks once their transformation to a cloud-first 
AI/ML model is complete. Along the way, they will face opportunities, 
challenges, and decisions. The key to success is not solely to eliminate 
risk, but also to understand and manage it. This includes taking strategic 
risks where the outcomes can be predicted.

You can increase your probability of success by using a transformation 
and adoption framework. The right framework gives you a structure and 
common language to understand where you are in your journey. It also 
allows you to benchmark against best practices and to correctly prioritize 
next steps for your organization in a methodical way. HPE Edge-to-Cloud 
Adoption Framework enables you to be more successful with AI/ML pilots 
and take your transformation to the next level with confidence.



INTRODUCTION
Organizations in many industries are seeking to harness the power of their data. Specifically, they are looking to 
leverage AI and ML to deliver business innovation through data science. Recognizing the importance of being 
able to scale successful programs, many organizations are building early ML and AI pilot programs in cloud 
environments.

However, developing AI use cases in the cloud requires taking many factors into consideration. HPE has identified 
specific capability domains in which organizations must progress to succeed at transformation. We base this on 
hundreds of engagements spanning public cloud and on-premises cloud transformation, IT modernization, and 
edge computing. HPE Edge-to-Cloud Adoption Framework is your guide to building an operating model aligned to 
your business goals (see Figure 1).

FIGURE 1. HPE Edge-to-Cloud Adoption Framework
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INNOVATION
AI use cases can deliver significant value to an organization by enabling and driving innovation. As a result, 
organizations, having accumulated a significant amount of relevant data, will seek to leverage that data to identify 
innovative ways of going to market. But innovation is not the inevitable outcome of harnessing sophisticated 
analytics and leveraging AI and ML.

Achieving successful innovation requires an organization to take a structured approach to AI use case ideation. It 
begins with identifying the barriers that are currently limiting success and ways of overcoming those limitations. This 
will suggest a number of potential use cases. However, an organization may have an early idea for a use case but 
find that it’s technically not tenable. So, it is helpful to evaluate possible use cases against a specific set of criteria.

For any given use case, an early question is how it would impact the organization’s business model. A related 
consideration is identifying the metrics by which you will evaluate the use case, such as by a specified increase in 
revenue or reduction in cost. A successful use case should align with the business’s overall strategy.

To see how this works, consider an HPE customer that provides medical imaging as a service to hospitals. Our 
customer’s innovation is in the telemetry that reports on the usage of imaging devices within hospitals. Hospitals 
can take images from devices and apply AI to perform tasks such as disease detection. When a hospital uses the 
solution, our customer receives usage-related telemetry. That information has suggested a new business model for 
our customer. Our customer can now charge based on the actual use of an imaging device rather than as a lump 
sum. The is an example of the way data can enable innovative business models.

Enabling new innovations faster is a key 
goal for many organizations’ move to a cloud 
operating model.

Planning guide



DATA
AI and ML rely on data. When assessing potential use cases, a fundamental question is therefore “What data is 
required to enable that use case, and does my organization have that data?”

Answering that question can be challenging, and the process of data discovery can reveal a number of issues. 
For example, an organization may have only a subset of the data needed to realize a particular use case. In other 
cases, an organization may simply not know what data they actually have. This can be the case when you think a 
particular set of data is being collected and in fact it is not.

If an organization lacks some subset of the data required for a particular use case, the data may be available elsewhere 
within the organization’s extended data ecosystem. For example, third parties may have the data. If so, considerations 
around data architecture become important. How will the external data be made accessible for the proposed use case?

The medical imaging company referenced earlier had image scanning devices physically located in various hospitals 
around the world. The company had to develop a data pipeline to get the data from the remote machines and move it to 
a new location for processing. Similarly, the company had to find a way to get the resulting insights back to the hospital.

Data can be the basis for your digital 
advantage. But you have to be able to make 
data available to data consumers in a timely 
fashion to extract value from it.

<<Read more...>>
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DATA
The movement of data and changes to data locality raise a new set of considerations. One question is where the 
data platform—including AI and ML components—resides, be that in the cloud or on-premises. Some kinds of 
data are subject to regulatory compliance requirements, which we will return to later. There is also the question of 
who owns a particular set of data and the cost of moving data from the cloud often involving a large data transfer. 
Usually cloud providers charge between 5 and 20 cents per GB every time you move your data from their cloud 
storage to your on-premises location. 

Consider the case of satellite imaging. There is a partner ecosystem that uses raw satellite images from one provider to 
produce a number of new products. These include weather overlays and farming advice overlays. The new products 
are then shared with a broader market. The ecosystem stretches far beyond the borders of any single organization. 
In this interconnected environment, issues such as data lifecycle can be hard to address. It is important to understand 
when a particular data set reaches its end of life, who is responsible for managing the data lifecycle, and what actions 
they can and should take. This raises compliance questions to which we will return in the following section.
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STRATEGY AND GOVERNANCE
Because AI and ML can have a significant impact on an organization’s digital transformation, it is important to 
ensure that any use case aligns closely with the organization’s strategic imperatives. One way this challenge arises 
is that once an AI use case is in flight, new opportunities and insights can arise. It is important to filter any such 
opportunities through the lens of the organization’s established strategy.

HPE uses a Digital Next Advisory (DNA) approach to help customers achieve that alignment, ensuring that use 
cases drive maturity and value. In some cases, this may take the form of providing guidance on potential use cases 
to address previously identified problems. In other cases, it might mean assisting a customer that has initiated a 
project and subsequently identified gaps in the required data.

A common thread throughout both strategy and governance considerations is the use of automation. When 
people deploy use cases across technologies, they should use automation to ensure that what they are doing is 
standardized and repeatable. Data platforms are therefore a focal point for automation. Treatment of the data 
itself benefits from automation, in forms such as automatic backups and automation of other actions required for 
regulatory compliance.

Strategy and governance are perhaps 
the most important determinants of 
transformation success or failure: You must 
understand what direction you are taking and 
why, with clear objectives and buy-in.
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STRATEGY AND GOVERNANCE
With respect to data, issues around compliance fall under governance. This includes actions needed to protect 
the integrity, reliability, and availability of data wherever it lives, such as by ensuring that adequate datastore 
redundancies are in place. It also entails observing data locality constraints. For example, it may be necessary to 
ensure that financial transaction data does not leave the country in which the data is created.

Even companies already dealing with these issues will find that they become significantly more complex when data is 
part of AI or ML use case. For example, data from disparate data spaces—the ecosystems referenced earlier—must 
have governance in place, particularly given that data scientists actively seek new sources of data to feed their use 
cases. And the insights generated through the use of AI must likewise be accounted for in data governance structures. 
Ethical principles should be considered for responsible, trustworthy, robust, fair AI systems in the design, management, 
and deployment of AI models.

Returning to medical imagery as a service, governance issues restrict the data that the company has for the AI 
enhancement use case. For example, actions such as moving data from an imaging device in a particular country 
to the hosting or processing platform where the AI analysis takes place can be subject to limitations from both a 
governance and compliance perspective.
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SECURITY
Many AI use cases leverage a hybrid cloud model. Security issues therefore arise not only around the data that is 
part of the use case but also around the broader issue of security for cloud and hybrid operating models, and the 
security controls that need to put in place in such models. An organization might need to employ manual controls 
or may need to have established security audit processes in place. And again, even if an organization already 
has controls in place, moving to a hybrid cloud model, or deploying AI use cases, may require the organization to 
transform those controls or put new ones in place.

Another aspect of security from an AI perspective is determining how to protect the AI itself. For example, an AI 
might be subject to adversarial attacks. These can take forms such as attempts to alter the model itself or feeding 
compromised or false data into the model. A successful attack can result in skewing the data in such a way that the 
AI develops invalid insights.

Effective security strategies must be part of the planning and deploying of AI use cases from day one. Security must 
be a consideration in the design phase through the implementation phase. Too often, though, security is seen as a 
bolt-on at the end. Trying to ensure security after you’ve already implemented your use case will ultimately prove to 
be less effective than a proactive security approach.

Security must be baked into every part of 
your edge-to-cloud estate. This requires the 
right tools, processes, and people working 
together with the same goals.
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PEOPLE
For public clouds, underlying services are managed by the cloud provider. Traditionally, those services might have 
been managed by your internal IT organization. Similarly, in a hybrid model, you’ll be required to interact with the 
cloud provider to ensure that there is clarity around where the lines are.

But aside from cloud considerations, there is also the impact of the AI on people and processes to consider. The 
introduction of AI use cases will typically drive a dramatic increase in the use of data within an organization. This 
can bring about the need for executive leadership focused on that data in the form of a chief data office, or CDO. 
Similarly, the expansion of an organization’s data ecosystem can bring about the need for a chief information 
security officer, or CISO.

Even simple implementation of the actual AI use case may require specialized skills that are not part of an 
organization, such as the capabilities of a data scientist. You may need a data engineer to ensure that raw data that 
you’re bringing in can be transformed into a state that can be used by the data scientists. In some cases, it may be 
possible for people to be upskilled and moved from one role to another. In other cases, it might be necessary to 
look externally for professionals possessing the required new skills to plan, design and run AI systems.

Change management services can mitigate potential adverse effects. Such services help an organization navigate 
the impact of changes to people, processes, and the wider organization. For example, effective communication 
strategies can ensure that people are aware of what is happening, why changes are taking place, and why the 
changes are good for the organization and for employees.

Adapting to cloud-everywhere workplace 
models may be more complex and require 
more skills than you think. Your people can be 
the best catalyst—or the biggest obstacle—to 
transformation success.
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DEVOPS
AI and ML use cases require and create a lot of data, and that data is fast moving. The traditional way of managing 
a project is to compile everything, release it, and then repeat at specific intervals such as annually or quarterly. This 
methodology cannot keep pace with AI technology deployments.

Instead, organizations must use a DevOps approach, which allows the delivery of applications and services at high 
velocity. DevOps is instrumental in the use of microservices and containerizations to bring out new versions of an 
applications very quickly. Within the AI space, it can be beneficial to embrace an offshoot of DevOps and MLOps.

Just as DevOps does for development of applications in general, MLOps uses a combination of philosophies, tools, 
and practices to enable rapid development of AI pipelines. The goal of MLOps is to accelerate the transformation 
from a massive data set and an untrained model, through training, model testing, and model deployment, into 
production as quickly as possible.

The ability to respond and adjust quickly to use cases helps address issues such as model drift through a 
continuous improvement and development cycle. Returning to the real-world example of the medical imaging 
company, MLOps enabled them to address the challenge of getting the data from the medical imaging devices back 
to a central location so that they could build the models for the use case and build that pipeline. Similarly, when the 
model began to experience drift, MLOps enabled the company to refine the model quickly and deploy the updated 
model back to the medical imaging devices that sit within hospitals.

Agility happens when you can accelerate your 
software engineering cycles. But you must 
evolve processes, tools, and behaviors to 
make this a reality.

Planning guide



APPLICATIONS
The tools used in AI and ML use case development evolve quickly, and data scientists understandably seek access 
to latest and greatest technologies. This creates dependencies in terms of versions, which can impact operations. 
This is particularly true because operations don’t move as fast as the ecosystem does. A related challenge with 
respect to AI applications is the need to scale. The initial deployment of a use case may entail a relatively small 
state, but that is going to grow, making scalability key.

The need for scalability extends to the infrastructure required to support growing applications. In the case of 
hybrid cloud environments, organizations may need to work not only with traditional stateful applications but also 
stateless applications, which are more common in cloud environments.

Additional issues arise when microservices stops working. Essentially, building with microservices means building 
to a new standard, one that lacks standard databases to which you can attach and write data. Stateless applications 
must be able to save the state at any point, so that if there is a failure within a container, the application will be able 
to pick up where it left off. Such a complex environment requires standardization. If you bring in 50 different tools 
that are doing almost the same thing, they become much harder to manage. Standardizing limits the number of 
tools that are being used and reduces complexity.

The right application strategy involves 
progressive, data-driven processes for 
identifying the optimal mix of platforms for 
your workloads based on performance, cost, 
and risk parameters.
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OPERATIONS
Each of the processes described earlier, such as defining the use case, understanding what data is required and what 
is available, the development of applications, building pipelines, and deploying and consuming use cases, converge in 
operations. Here you will be working with new technologies, with new people in new roles, engaging in processes that 
the business has not previously used. Doing this at scale requires close coordination with operations professionals.

Bringing DevOps and MLOps into the mix makes the operational adjustments easier. MLOps platforms, automated 
processes and AI frameworks can make the entire AI/ML lifecycle more structured and optimized. They streamline 
AI workflows and benchmark the success of new initiatives. A common point of failure in AI projects is actually 
getting them into operations, especially if development has primarily taken place in a sandbox. A DevOps approach 
can alleviate many operational challenges from the beginning.

Operations is the culmination of pulling all these strands together. Operations enables movement from just having a 
proof of concept or an idea to enabling a full use case running at scale.

You have the option to offload the heavy lifting of running modern IT, when and where you need it. For example, 
HPE GreenLake Management Services with unique IP and automation, along with a team of global experts delivers 
comprehensive monitoring, operations, administration, optimization, and nearly continuous improvement across all areas of IT.

Give them the choice to offload work to us—HPE GreenLake Management Services.

CONCLUSION
A structured approach to understanding your cloud operating model capabilities for AI/ML initiatives gives you 
a way to prioritize the right transformation moves for your business. It also helps you understand the progress 
you are making against both your own history and best practices. But the real “so what” is how you can use the 
framework to take your organization forward. Here is the three-step approach from HPE for your AI/ML journey:

Explore
• HPE Artificial Intelligence Transformation Workshop: These one- to two-day workshops help organizations align 

teams and explore AI/ML, data opportunities, and success factors. They also create high-level customized plans with 
recommended use cases for testing. HPE experts can guide customers to align business, data, and IT stakeholders.

Adopting a single, consistent operating model 
from edge to cloud simplifies operations 
and allows you to bring greater agility and 
effectiveness to existing operations.
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Experiment
• HPE Centers of Excellence (COE): Designed to assist IT departments and data scientists who are looking to 

accelerate their deep learning (DL) applications and realize better ROI from their DL deployments. This includes 
the latest NVIDIA® GPUs on HPE systems. The current HPE COE is spread across five locations: Houston; 
Palo Alto; Tokyo, Japan; Bangalore, India; and Grenoble, France.

Evolve
• HPE Data Science Startup Service: These services address the challenge of establishing a proper data science 

environment and ensuring infrastructure readiness for AI and ML. With the installation of an open and collaborative 
environment leveraging HPE and partner Dataiku technologies, the services speed up model creation and deployment. 
HPE Data Science Startup Service is a service bundle that helps customers in the AI initiation phase by delivering a 
fully functional data science environment, following a proven methodology, and applying best practices to quickly 
implement their first AI use case.

Accelerate
• HPE GreenLake: The HPE GreenLake edge-to-cloud platform brings the cloud experience directly to an 

organization’s apps and data wherever they are—edge, colocations, or data centers. With a pay-per-use, 
point-and-click, self-service experience that is scalable and managed, HPE GreenLake delivers services for 
unified analytics, high-performance compute, MLOps, and foundational IT infrastructure workloads (compute, 
storage, virtualization, containerization) together with industry solutions such as—Healthcare, Financial Services, 
Manufacturing, Telco, and Public Sector.

LEARN MORE AT
hpe.com/services/ai-data

hpe.com/greenlake/cloud-adoption-framework
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